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Abstract The main task of the forth Dialog State Tracking Challenge (DSTC4) is
to track the dialog state by filling in various slots, each of which represents a major
subject discussed in the dialog. In this paper we focus on the ‘INFO’ slot that tracks
the general information provided in a sub-dialog segment, and propose an approach
for this slot-filling using convolutional neural networks (CNNs). Our CNN model
is adapted to multi-topic dialog by including a convolutional layer with general and
topic-specific filters. The evaluation on DSTC4 common test data shows that our
approach outperforms all other submitted entries in terms of overall accuracy of the
‘INFO’ slot.

1 Introduction

The selection of an appropriate action (i.e. “what to say next” in a conversation)
is the core problem of dialog management [1]. To address this problem, statistical
machine learning approaches, such as reinforcement learning, are often employed.
Such machine learning approaches offer several potential advantages over tradi-
tional rule-based hand-crafted approaches, however, they rely on the availability of
quantities of appropriately annotated dialog corpus for training. It is well known that
hand annotations are expensive, time-consuming and require human experts. On the
other hand, unannotated dialog corpus is relatively inexpensive and abundant. For
this reason, a system capable of automatic annotation for large dialog corpus will be
very useful for learning human-like dialog strategies.

The forth Dialog State Tracking Challenge (DSTC4) based on human-human
dialog provides a common test bed for developing such automatic annotation sys-
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tems. The main task of this challenge is to track the dialog states by filling out
a frame of slot-value pairs for sub-dialog segments with regard to various topics
(e.g. Shopping, Accommodation, Transportation). There are two types of slot to be
filled in: regular slots and ‘INFO’ slot. The regular slots indicate detailed informa-
tion discussed in that subject, such as [PLACE: Chinatown] or [DISH: Dim sum].
The ‘INFO’ slot, on the other hand, indicates the subject that are generally dis-
cussed in the segment if no specific information is mentioned in that subject, such
as [INFO: Place] or [INFO: Dish]. The baseline system provided by DSTC4, which
uses fuzzy string matching to identify the value name, performs particularly poorly
in this ‘INFO’ slot. This is because the name of subject itself rarely shows up in a
dialog. For instance, we do not always use the exact term ‘price range’ when we talk
about the ‘price range’ of a hotel. Instead, a word or phrase like ‘dollars’, ‘expen-
sive’ or ‘price is reasonable’ is likely to be appeared in the context. An improved
system should be capable of learning these word-subject correlations and making
use of them to predict a value.

In this paper, we focus on this ‘INFO’ slot filling task and propose an approach
using convolutional neural networks (CNNs). In our CNN model, we use a con-
volutional layer which consists of general and topic-specific filters to achieve an
improvement of performance for the multi-topic dialog state tracking. During the
training process we also apply semi-supervised learning to make use of unlabelled
data on the internet. The evaluation on unseen test data shows that our approach out-
performs the baseline method by 24% prediction accuracy, which is a competitive
result among all 7 participants of DSTC4.

2 Data Characteristics and Problem Description

The forth Dialoge State Tracking Challenge (DSTC4) is based on a TourSG corpus,
which consists of 35 dialog sessions on touristic information for Singapore collected
from Skype calls between three tour guides and 35 tourists[2]. This corpus is divided
into train, dev and test sets. Every participant is asked to develop their own system
based on labelled train and dev dataset, and all submitted systems are evaluated by
the common unlabelled test dataset.

A full dialog session is divided into sub-dialog segments considering their topical
coherence. Each sub-dialog segment is assigned to one of the following five major
topic categories: ‘Accommodation’, ‘Attraction’, ‘Food’, ‘Shopping’ and ‘Trans-
portation’. The set of candidate values for ‘INFO’ slot is defined by ontology for
each topic. A complete list of ‘INFO’ slot values for each topic is shown in Table
1 and a more detailed descriptions of each value can be found in [2]. In total, there
are 54 distinct ‘INFO’ slot values in all five topics: 23 in ‘Accommodation’, 31 in
‘Attraction’, 16 in ‘Food’, 16 in ‘Shopping’, 15 in ‘Transportation’. Some of these
values appear in more than one topic. For example, the value ’Pricerange’, which
indicates the subject of price ranges, appears in all five topics. In this paper we
consider such values to indicate exactly the same subject, but in different topics.
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Table 1 Complete lists of candidate values for the ‘INFO’ slot in each topic.

Topic Candidate values for the ‘INFO’ slot

Accommodation Amenity, Architecture, Booking, Check-in, Check-out, Cleanness, Facil-
ity, History, Hotel rating, Image, Itinerary, Location, Map, Meal included,
Name, Preference, Pricerange, Promotion, Restriction, Room size, Room type,
Safety, Type

Attraction Activity, Architecture, Atmosphere, Audio guide, Booking, Dresscode, Du-
ration, Exhibit, Facility, Fee, History, Image, Itinerary, Location, Map, Name,
Opening hour, Package, Place, Preference, Pricerange, Promotion, Restriction,
Safety, Schedule, Seat, Ticketing, Tour guide, Type, Video, Website

Food Cuisine, Delivery, Dish, History, Image, Ingredient, Itinerary, Location, Open-
ing hour, Place, Preference, Pricerange, Promotion, Restriction, Spiciness,
Type of place

Shopping Cuisine, Delivery, Dish, History, Image, Ingredient, Itinerary, Location, Open-
ing hour, Place, Preference, Pricerange, Promotion, Restriction, Spiciness,
Type of place

Transportation Deposit, Distance, Duration, Fare, Itinerary, Location, Map, Name, Prefer-
ence, Pricerange, Schedule, Service, Ticketing, Transfer, Type

The ‘INFO’ slot filling task is similar to the multi-domain text classification
problem, as we can regard each ‘INFO’ slot value as a class and each topic as a
distinct domain. Furthermore, since multiple ‘INFO’ slot values can be assigned to
a single sub-dialog segment, the ‘INFO’ slot-filling task is essentially a multi-label
classification problem. In this paper, we apply a recently proposed approach of text
classification to this ‘INFO’ slot-filling task.

3 Related Work

Our approach is based on recent work by Kim which proposed to use convolu-
tional neural networks to classify sentences [3]. It has been shown that this CNN
model improves state of the art performance on several major text classification
tasks including sentiment analysis and question classification, despite of its simple
architecture which requires little tuning. Furthermore, this model is robust to vari-
able length of input text, which is a desirable property for dealing with sub-dialog
segment consisting of an arbitrary number of utterances.

To our knowledge, there is no previous work directly addressed the multi-domain
text classification problem using convolutional neural networks. A well-known easy
domain adaptation method proposed by Daumé III [4], which is generally applica-
ble to any machine learning algorithm, was widely used in multi-domain problems
including the dialog state tracking [5, 6]. However, this easy domain adaptation
method requires dimensional augmentation of feature space, which will dramati-
cally increase the complexity of the CNN model.

A more recent related work on multi-domain dialog state tracking using recurrent
neural networks (RNNs) was proposed by Mrkšić et al. [7]. Their idea for domain
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adaptation is to pre-train the RNN models using out-of-domain data. However, in
the CNN case1, we did not observe a significant improvement in performance with
this method (the results will be shown in Sec. 6.1). A possible reason for this may
be that a shallow CNN model does not take advantage of pre-training as much as a
RNN model does.

4 Convolutional Neural Network Model

4.1 Model Definition

Our model architecture, as shown in Figure 1, is a slight variant of the CNN archi-
tecture of Y. Kim [3]. In the model, a convolutional layer is applied to the dialog
segment matrix s, where each row corresponds to the k-dimensional feature vector
wi j ∈ Rk of the j-th word in the i-th utterance. Moreover, a zero vector is inserted
between every two adjacent utterances:

s =

 | | | | |
w11, · · · , w1l1 , 0, w21, · · · , wnln
| | | | |

T

. (1)

Here li is the length of i-th utterance of the dialog segment and we define N def
==

∑i li + i− 1 as the total length of this dialog segment matrix. A feature map h ∈
RN−d+1 in the convolutional layer is obtained by convolving a filter m ∈Rd×k with
this dialog segment matrix, followed by a rectified linear unit (ReLU). That is, the
i-th component of this feature map is calculated by:

hi = max(0,(m∗ s)i +b), (2)

where b ∈R is a bias term for this particular feature map. To address the problem of
varying dialog segment length, a max-pooling layer takes the maximum value over
this feature map:

ĥ = max{hi}. (3)

The resulting ĥ is the most relevant feature corresponding to this filter m. The model
uses multiple filters (with varying window size) to generate multiple features. These
features form the penultimate layer and are passed to a fully connected softmax
layer for classification.

1 The original RNN models used in [7] are not designed for the text classification problem, so we
did not apply those models to the ‘INFO’ slot filling task.
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Fig. 1 Model architecture for 2 topics with general and topic-specific convolutional layers.

4.2 Multi-topic Model

For the dialog data which is categorized into different topics, it is intuitive to in-
dependently train one topic-specific model for each topic. However, topic-specific
models do not share information with each other. This is a disadvantage because
there may be considerable amount of sharable common features across topics. For
example, a common word like ‘expensive’ may be related to ‘Pricerange’ in all top-
ics. A general model which is trained regardless of topics, on the other hand, can
not be specialised for each topic.

To address these problems, we propose a multi-topic CNN model. In this model,
we join two separate topic-specific models by sharing some of the filters in each
convolutional layer, as shown in Fig. 1. For more than two topics, the filters are
divided into one general set and multiple topic-specific sets, where the general filters
are trained and used by all topics, and topic-specific filters are trained and used only
by one particular topic. By doing so, the model can learn and use general features
and topic-specific features at once. In addition, the number of filters in each set can
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be easily adjusted to best fit each topic and achieve an optimal balance between the
general and topic-specific feature learning.

A simple modification can be done to this model by also sharing the learned
weights in the fully connected softmax layer. This ensures that the learned general
features contribute to the output equally for different topics, which may be desirable
for the case that the amount of in-topic data is very limited compared to out-topic
data.

5 Experiment Setup

Since more than one value can be assigned to a single dialog segment, the ‘INFO’
slot-filling task is a multi-label classification problem. The above CNN model is
not designed for multiple outputs, therefore we transform the multi-label problem
into a set of binary classification problems. That is, we independently train one
value-specialised CNN model for each value. These value-specialised models can
also ensure that for different values, each model learns different features. For those
values that occur across different topics such as ’Pricerange’ mentioned in Sect. 2,
we apply the mulit-topic CNN model discussed in Sect. 4.2 with also sharing the
weights in the fully connected layer which corresponds to the general filters.

5.1 Feature Representation

The feature vector representation of each word in the dialog segment is obtained by
combining multiple features:

w = fw1⊕ fw2⊕ fslot⊕ fspeaker, (4)

where ⊕ denotes the concatenation of two vectors. The details of these features are:

• fw1 : a 50-dimensional word vector representation trained on text8 corpus (the
first 100MB of the cleaned English Wiki corpus), using word2vec [8].

• fw2 : similar to fw1 but trained on DSTC4 training data corpus along with 50,000
Singapore travel-related reviews on Tripadvisor.

• fslot : a 16-dimensional slot vector. We first tag the substring in a dialog seg-
ment with the slot it belongs to, if the substring matches with some entries in
the ontology. The tagged slot is then indicated by this slot vector in the form of
[0,0, . . . ,1, . . . ,0]. The purpose of adding this feature is to allow the model to use
the information in the ontology.

• fspeaker : a 2-dimensional the speaker vector which indicates speaker of this word.
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5.2 Hyperparameters and Training

In our experiment we use filters with windows of 1 and 2 dimensions so that the
model can learn both unigram and bigram features. There are 100 filters (50 with
each size) in the general filter set, and 20 filters (10 with each size) in each topic-
specific filter set. This configuration is determined by performing a rough grid
search. In the experiment, we find that as long as the number of filters is not set
to be extremely small (less than 20) or extremely large (more than 500), the perfor-
mance is stable. This result is consistent with a recent report of the same one-layer
CNN model, which shows that the change in prediction accuracy is less than 1%
over a wide range of different numbers of filters [9].

To avoid over-fitting during training, we employ dropout on both convolutional
layer and penultimate layer, and include a regularization term which penalise the l2
norm of all the weights [10]. The mini-batch training of size 20 and the gradient
optimization method RMSprop are also used during the training process [11]. A
comprehensive practitioners’ guide on training this CNN model can be found in [9].

5.3 Semi-supervised Learning

The amount of available training data in DSTC4 dataset is far from sufficient com-
pared to other typical text classification task2. To address this problem, we apply
self-training semi-supervised learning process to make use of the huge amount of
unlabeled data available on the internet [12]. We randomly chose 50,000 Singa-
pore travel-related reviews from Tripadvisor3 as the unlabeled dataset for the self-
training. The self-training algorithm we used is summarized in Algorithm 1.

Algorithm 1 Self-training
1. Let L to be the train dataset, D the dev dataset, U the unlabeled dataset.
2. Train f from L using supervised learning.
3. Test f on D and calculate the prediction accuracy r.
4. Repeat until r stops increasing:
5. Apply f to the unlabeled instances in U .
6. Remove a subset S from U ; add {(x, f (x))|x ∈ S} to L.
7. Train f from L using supervised learning.
8. Test f on D and calculate r.

2 There are total 54 distinct values in the ‘INFO’ slot, and the average number of dialog segments
related to each value is around 15, which we considered as insufficient compared to other typical
text classification task such as ‘20 newsgroups’.
3 http://www.tripadvisor.com/Tourism-g294265-Singapore-Vacations.html
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Fig. 2 The F-measure of the ‘INFO’ slot by topic. Our results are identified as team 1. The number
in brackets is the count of dialog segments in that topic within the test data set.

6 Results and Discussion

The evaluation results of our model and other submitted entries are shown in Fig. 2
and Table 2. Fig 2 is a comparison of F-measure for each topic between the top 4
teams with the highest scores. Our result (under the team ID ‘team1’) was top for
the ‘Accommodation’ and ‘Attraction’ topics and the second best for the remaining
three topics. The overall results, which are equivalent to the weighted average scores
across all topics, are listed in the Table 2. Our model was top for all 4 evaluation
metrics with 2 evaluation schedules4.

Our model performed relatively poorly in the ‘Shopping’ topic. One possible rea-
son for this is the lack of test data in this topic. Another likely reason is that the most
frequently occurring ‘INFO’ slot values in the ‘Shopping’ topic, such as ‘Item’ or
‘Tax refund’, did not benefit from our multi-topic model, because they appeared ex-
clusively in this ‘Shopping’ topic. The baseline system, on the other hand, achieved
a relatively high F-score for this topic. This suggests that a hybrid approach which
combines unsupervised string matching based method and the supervised machine
learning based method may be preferred for this topic.

We did not use any other dialog information besides the value of the ‘INFO’ slot
for training our model. However it is highly likely that other dialog information such
as ‘dialog acts’, ‘semantic tag’ or the values of other regular slots will also be useful
for predicting the ‘INFO’ slot value. Furthermore, no dialog data outside the current

Table 2 Overall results for the ‘INFO’ slot of 4 teams with the highest scores. ‘1-entry3’ is our
results with semi-supervised learning , and 1-entry1 is the results without semi-supervised learning.

Schedule1 Schedule2
Team Accuracy Precision Recall F-measure Accuracy Precision Recall F-measure

1-entry3 0.27 0.58 0.35 0.44 0.31 0.68 0.37 0.48
1-entry1 0.27 0.61 0.34 0.43 0.30 0.69 0.36 0.47
2-entry3 0.15 0.38 0.27 0.32 0.16 0.39 0.31 0.35
3-entry3 0.22 0.53 0.31 0.39 0.26 0.53 0.36 0.43
4-entry3 0.23 0.55 0.28 0.38 0.26 0.56 0.34 0.42
baseline 0.03 0.30 0.04 0.07 0.03 0.26 0.04 0.07

4 For full details of the evaluation metrics see [2].
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dialog segment (e.g. previous utterances) was included in the input of our model.
A more sophisticated model capable of handling these information may achieve a
higher prediction accuracy.

6.1 Multi-topic Model

To investigate the effectiveness of the proposed multi-topic CNN model, we trained
three sets of models: one general model, five topic-specific models and one multi-
topic model, and compare their performance on certain ‘INFO’ slot values. We
chose the ‘Pricerange’ value for this comparison, because it appears in all five top-
ics and is one of the most frequently occurring value of the ‘INFO’ slot. Table 3
shows the comparison results, which is the average score of 10 runs. The multi-
topic model outperformed the other two models, despite that the same number of
filters were used in all three models.

In this experiment, we found that compared to the topic specific model, a general
model tended to improve the accuracy of the topic with relatively small amount
of data (‘Shopping’), however by compromising the performance in the topic with
relatively large amount of data (‘Accommodation’, ‘Food’). In contrast, the multi-
topic model was able to improve the performance consistently regardless of the
amount of data available in a topic.

For more details, we also observed that the topic-specific model was able to cap-
ture the topic-related terms such as ‘wholesale’ in the ‘Shopping’ topic and ‘room
rates’ in the ‘Accommodation’ topic, while failed to learn the general terms such as
‘cheaper’ for the ‘Shopping’ topic due to inadequate data available for training in
this topic. In contrast, the multi-topic model captured both general and topic-specific
features, which leads to an improvement of performance.

The domain adaptation procedure of training RNN models proposed in [7] was
also examined in our experiment. In our case, we applied their method by pre-
training each topic-specific model with the data from all topics. The results can
be found in Table 3 under the ‘Out-of-topic pre-training’ column. The out-of-topic

Table 3 A comparison of the F-measure of ‘Pricerange’ value between different models which are
trained on train dataset and evaluated by the dev dataset. The numbers in brackets refer to (the
number of dialog segments assigned to ‘Pricerange’ in train dataset / dev dataset). Bold indicates
statistical significance over all non-shaded results in the same row using t-test (p = 0.05).

Topic General Topic-specific Out-of-topic Multi-topic
model model pre-training model

Accommodation(42/30) 0.87 0.92 0.92 0.95
Attraction(2/4) 0.00 0.00 0.00 0.00
Food(42/30) 0.82 0.90 0.86 0.91
Shopping(8/8) 0.49 0.37 0.43 0.51
Transportation(1/0) N/A N/A N/A N/A
Overall 0.76 0.80 0.79 0.83
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pre-training did not lead to a significant improvement of performance against the
Topic-specific model. This may be because the one-layer CNN model does not take
advantage of pre-training as much as a RNN model used in [7] does.

6.2 Semi-supervised Learning

During the training process of ‘entry3’, we applied semi-supervised learning for
the following 7 ‘INFO’ slot values: ‘Exhibit’, ‘Itinerary’, ‘Map’, ‘Preference’,
‘Pricerange’, ‘Restriction’ and ‘Ticketing’. The ‘INFO’ slot values and the amount
of unlabeled data used were determined by the self-training Algorithm 1. The result
in which we did not apply the semi-supervised learning process, was submitted as
‘entry1’ listed in Table 2. We achieved a slight improvement in overall accuracy
and F-score by conducting the semi-supervised learning. We believe that the effect
of semi-supervised learning can be further improved if the unlabeled data is more
carefully chosen.

7 Conclusion

We have described a multi-topic convolutional neural network model for the ‘INFO’
slot filling of DSTC4. Our model is a combination of the general and topic-specific
models, in which we use topic-shared (general) and topic-specific filters to capture
general and topic-specific features at once. Our model is shown to outperform both
the general and topic-specific models and is one the most competitive approach for
the ‘INFO’ slot-filling submitted to DSTC4.

In our future work, we intended to extend our model to the regular slots of
DSTC4, and also extend our work to more general multi-domain text classification
problems.
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